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The world is not flat…nor is data

– Up to 80% of data is unstructured, 
growing 55-65% per year, 
edgedelta.com

– Data has a life cycle

– This requires intelligent software, 
policy management, tiering, and 
more…



STORAGE for AI MATTERS

The fastest servers in the world are the world’s 
slowest servers if they are waiting for data

ALL GPUs & CPUs WAIT AT THE SAME SPEED

FastGPU

CPU
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Feeding HPC and AI data comes from everywhere and IBM has 
a roadmap for data access, not another storage silo



High-Performance Storage
Offered by Certified Storage Partners

Secure, Mult-tenancy, Highly-Available, and Resilient
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HPC and AI with IBM Storage Scale

POSIX SMB

Project 1

NFS

S3

POSIX
Project 2

CSI
NFS

Project 3 S3

S3 
GLACIER

NVMeoF

Project N
IBM Storage Scale caches data providing the cluster parallel access to the data, 
eliminating hot spots

Filers Scale filer cache HPC/AI cluster Jobs Users

Batch
Scheduler

e.g. LSF, 
PBS

IBM Storage Scale
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Identifying HPC and AI Related Opportunities

Hadoop Date Lake
Modernization

AI, Accelerated 
Computing & 

HPC

IBM watsonx.ai
RHEL AI
Open Source

IBM Fusion & Fusion HCI

IBM Storage Scale and Storage Scale System

• Fastest way to deploy watsonx
• AI Acceleration tier as a turnkey HCI appliance
• AI Inference
• Watsonx RA with Ceph for x.Lakehouse
• OpenShift applications only

• HPC compute, GPU, DPU
• AI Training
• Feed NVIDIA DGX servers or SuperPODs
• Extreme price perf overall, per U, and per Watt
• OpenShift and Non OpenShift workloads
• One of only three approved for NVIDIA SuperPODs

IBM Storage Ceph & Storage Ready Nodes
• Building blocks for an S3 data lakehouse
• Modular and flexible; 1-stop support from IBM
• De facto data lakehouse for watsonx

IBM CloudPaks
ISVs on OCP
In-house SW Dev
VMware alternative

S3 Data Lakehouse
watsonx.data
Cloud Repatriation
Open Source Tools

AI, Hybrid Cloud, &
App Modernization

watsonx



AI Tuning/Inferencing/Postprocessing HPC and AI Training

Storage
Acceleration

Storage
Abstraction

Efficient GPU 
support Rapid deployment

HA/DR/Backup

Simplified 
Day-2 operations

Maximum 
Performance

Efficient GPU support

High bandwidth

Low latency

Metadata catalog 
integration Scalability

Scalable performance

Linear scaling of performance and capacity

High density

Storage requirements for HPC and AI
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Where analytics and data 
science teams focus

Where the business impact is created

Making your data ready for 
high value analytics is widely 
time-consuming today

Build Run 
Productionalize

Manage 
Expandability

Data operations
Discover, understand, ingest, 
integrate, assess quality, cleanse 

Collect and Prepare

Lineage 
(ability to retrace steps used to build data products):

Supports audibility/compliance and 
customization/reuse

Where 80% of data science time is spent



EDGE

AI and Analytics Data Flow - High Speed Ingest
(Local Windows Boxes)

1
0

Insights Out

Trained Model

Inference

Data In

Transient Storage

Cloud Ingest

Throughput-oriented,
globally accessible

capacity tier

Cloud

ETL

High throughput, Random
I/O, performance &

capacity Tier

SSD/Hybrid

Archive
HDD                                                              Cloud                                     

Tape

Hadoop / Spark
Data Lakes

Hybrid/HDD

ML / DL
Prep  Training  Inference⇨ ⇨

SSD/NVMe

Classification &
Metadata Tagging

High volume, index &
auto-tagging zone

High Speed Ingest /
Real-time Analytics

SSD

SDS/Cloud

Throughput-oriented,
software defined

temporary landing zone

Throughput-oriented
performance &
capacity Tier

High throughput
performance tier High scalability, large/sequential I/O capacity tier

INGEST ORGANIZE ANALYZE INSIGHTSML / DL

High throughput, low 
latency,

Random I/O performance 
tier

EDGE

Content Aware 
Storage
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AI and Analytics Data Flow – Transient Ingest 
(Temporary)

1
1

Insights Out

Inference

Data In

Transient Storage

Cloud Ingest

Throughput-oriented,
globally accessible

capacity tier

Cloud

ETL

High throughput, Random
I/O, performance &

capacity Tier

SSD/Hybrid

Archive

High scalability, large/sequential I/O capacity tier

HDD                                                              Cloud                                     
Tape

Hadoop / Spark
Data Lakes

Hybrid/HDD

ML / DL
Prep  Training  Inference⇨ ⇨

SSD/NVMe

Classification &
Metadata Tagging

High volume, index &
auto-tagging zone

High Speed Ingest /
Real-time Analytics

High throughput
performance tier

SSD

SDS/Cloud

High throughput, low 
latency,

Random I/O performance 
tier

Throughput-oriented,
software defined

temporary landing zone

EDGE INGEST ORGANIZE ANALYZE INSIGHTSML / DL

Throughput-oriented
performance &
capacity Tier

Trained ModelContent Aware 
Storage
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AI and Analytics Data – Cloud Ingest 
(Internet of Things (IoT))

1
2

Insights Out

Inference

Data In

Transient Storage

Cloud Ingest
Cloud

ETL

High throughput, Random
I/O, performance &

capacity Tier

SSD/Hybrid

Archive

High scalability, large/sequential I/O capacity tier

HDD                                                              Cloud                                     
Tape

Hadoop / Spark
Data Lakes

Hybrid/HDD

ML / DL
Prep  Training  Inference⇨ ⇨

SSD/NVMe

Classification &
Metadata Tagging

High volume, index &
auto-tagging zone

High Speed Ingest /
Real-time Analytics

SSD

SDS/Cloud

Throughput-oriented,
software defined

temporary landing zone

Throughput-oriented
performance &
capacity Tier

High throughput
performance tier

Throughput-oriented,
globally accessible

capacity tier

EDGE INGEST ORGANIZE ANALYZE INSIGHTSML / DL

High throughput, low 
latency,

Random I/O performance 
tier

Trained ModelContent Aware 
Storage
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Is there another case?
Discovering your Archive

1
3

We see:

• Customers across all verticals are creating 
large PB to EB data stores. 

Other just does not mean cloud or tape, 
it could be existing storage

• Vast majority of data is relatively (c)old, 
but still required for periodic trend analysis.

• AI / Analytics require high performance, 
low latency storage to keep expensive 
CPU / GPU / TPU / FPGA busy.

Hadoop / Spark ML / DL
Prep  Training  Inference⇨ ⇨

HDD TapeCloudSSD/NVMe

HOT OLDER
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AI Data Assistant for your existing data!

1
4

Insights Out

Inference

Data In

Transient Storage

Cloud Ingest

Throughput-oriented,
globally accessible

capacity tier

Cloud

ETL

High throughput, Random
I/O, performance &

capacity Tier

SSD/Hybrid

Backup/Archive
HDD                                                              Cloud                                     

Tape

Hadoop / Spark
Data Lakes

Hybrid/HDD

ML / DL
Prep  Training  Inference⇨ ⇨

SSD/NVMe

Classification &
Metadata Tagging

High volume, index &
auto-tagging zone

High Speed Ingest /
Real-time Analytics

SSD

SDS/Cloud

Throughput-oriented,
software defined

temporary landing zone

Throughput-oriented
performance &
capacity Tier

High throughput
performance tier

High throughput, low 
latency,

Random I/O performance 
tier

High scalability, large/sequential I/O capacity tier

EDGE INGEST ORGANIZE ANALYZE INSIGHTSML / DL

Trained ModelContent Aware 
Storage
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Filer 1 Filer 2 Cloud 1 Cloud 2

Abstract your Storage with Unified Access

  Automated storage tiering

 Global
Namespace

     Before                                                                 After 

Multi Protocols with Single Access Capability

High Performance
 Object

S3

Big Data

HDFS

Network
Attached

NFS / SMB

Extreme
Performance

POSIX

AI
Acceleration

GPUDirect

High Performance
Containers

CSI

Abstraction with Active File Management (AFM)



Example of 
client using 
abstraction 

layer

The 
University of 
Queensland

Abstraction Journey - https://www.spectrumscaleug.org/wp-content/uploads/2023/05/SSUG23ISC-
University-of-Queensland-UQs-Storage-Scale-Journey.pdf

https://ieeexplore.ieee.org/document/10678706
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Data 
Collection

Data 
Preparation Data Transfer Training Evaluation and 

Deployment

Storage for Data and AI
Phases of AI – Scale Optimized

Cache Data in from 
across the 

organization

Data Decision

Filter and tokenize 
data for use such as 
Hate and Profanity 

removal

Transfer data from 
data lake to high 

performance storage 
for use

Train models using 
tokenized data

Write Checkpoints, 
test, tune and 

inference

Local CacheLocal Cache Local CacheLocal Cache

Storage Scale Platform for Global Data Services
Local Cache

IBM Ceph

On-Prem 
NAS Filers

On-Prem 
Object Stores

Cloud
Object Stores Storage Scale System 

Tape Tiering

Cache the latest necessary Data - No full Copies!

Content Aware Storage



Assurance

IBM Storage Scale - a global platform for storage (gpfs) services of unstructured data
1) Accessibility, 2) Storage Acceleration and Abstraction 3) Data Aware Services, and 4) Assurance

NextGen 
workloads

File 
Storage

Local CacheLocal Cache

18

Local CacheLocal Cache

IBM Storage FusionIBM Storage Scale

Abstraction Collaboration   Resilience   Hybrid Cloud

Data Aware 
Services

Storage 
Acceleration & 

Abstraction

Accessibility

Protect

Detect

Respond

Recover

Identify

Local Cache

Object Storage Investment 
protection

Tape 
Storage

IBM Storage Tape

Data Lakehouse AnalyticsAI / ML
watsonx

HPC

High Performance
 Object

S3

Big 
Data

HDFS

Network
Attached

NFS / SMB

Extreme
Performance

POSIX

AI
Acceleration

GPUDirect

High Performance
Containers

CNSA/CSI

IBM Ceph
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Content Aware 
Storage





https://www.spectrumscaleug.org/wp-content/uploads/2023/08/SSUG23UK-Barcelona-Supercomputing-Center-Site-Update.pdf
https://www.spectrumscaleug.org/wp-content/uploads/2023/08/SSUG23UK-Barcelona-Supercomputing-Center-Site-Update.pdf



IBM’s Storage Scale System works with NVIDIA solutions!

NVIDIA
DGX BasePOD

NVIDIA
DGX SuperPOD

NVIDIA
Cloud Partner

(NCP)

NVIDIA
Enterprise 
Reference 

Architecture (ERA)

And wait there’s more! NVIDIA certified system vendor based on HGX
https://www.nvidia.com/en-us/data-center/products/certified-systems/

https://www.nvidia.com/en-us/data-center/dgx-superpod/

IBM Storage for Data and AI / © 2025 IBM Corporation



IBM and NVIDIA Redbook
https://redbooks.ibm.com/abstracts/redp5746.html 

https://redbooks.ibm.com/abstracts/redp5746.html


Julich Lab Jupiter Exascale AI: IBM Storage, NVIDIA GPU and ARM

23

6000 compute nodes to achieve the compute performance of 1 ExaFLOP/s, featuring NVIDIA 
Grace-Hopper processors. To keep the data flowing, a 21 Petabyte Flash Module (ExaFLASH) is 
provided based on the IBM Storage Scale software and a corresponding storage appliance based 
on IBM ESS 3500 building blocks.

More information @ https://www.fz-juelich.de/en/ias/jsc/jupiter/tech



Speed Capacity

Scale System models are built for speed and capacity

IBM Storage Scale 

System 6000

Up to 310+ GB/s
IOR 100% read, InfiniBand

 4U48 Enclosure 
24 or 48 NVMe drives

ISS Performance
Machine type 5149-F48

Hybrid
IBM Storage Scale System 

6000 Hybrid (NVMe + HDD)

Up to 280 GB/s – NVMe
IOR 100% read InfiniBand

Up to 90 GB/s – HDD
IOR 100% read InfiniBand

ISS 6000 Hx 
Machine type 5149-F48 

1PB Usable Flash

1PB Usable Flash

IBM Storage Scale System 

6000 Capacity (HDD-Only)

14PB 
Usable 

HDD

14PB 
Usable 

HDD

Up to 90 GB/s
 IOR 100% read C9 model, InfiniBand

Up to 9x 4U91 JBOD
Up to 9x 4U91 JBOD

ISS 6000 Cx
Machine types

5141-FN2



AI Workflows @ IBM

Data Data Collection Text Extraction HAP Filtering Tokenization

Inference RITS & Workbench NVIDIA NIM | RHEL AI 
| WatsonX

Embedded in Product 
or Service

Source: Belgodere 2024 25

Pretraining + 
Fine Tunning Pretraining Fine Tunning Context Extension Quantization



Data Access in HPC and AI workflows @ IBM

Object 
Storage

DATA 
ACQUISITION

DATA 
PREPARATION

MODEL 
TRAINING

Scale Storage

Compute ClustersCompute ClustersCompute Clusters Compute ClustersCompute ClustersCompute Clusters
Compute ClustersCompute ClustersCompute Clusters

Data

Load
input data

Write
checkpoints

Read
raw 
data

Write
processed
data

Write
raw
Data

IBM Storage for Data and AI / © 2025 IBM Corporation

Data 

Scientis

ts



Vela: AI Supercomputer in IBM Cloud
• IBM Research needs to train, fine-tune, and experiment w/ ML models

• Large language models, foundational models – billions of parameters
• Let’s build AI Supercomputer in IBM Cloud
• Virtual Machines (VSIs) as a building block (not baremetal)
• New type of servers added to IBM Cloud

• 200 nodes, 8× NVIDIA A100 80GB
• Red Hat OpenShift (OCP) for resources

and training job management
• MCAD Scheduler for  training jobs

https://pytorch.org/torchx/latest/schedulers/kubernetes_mcad.html 
(not https://pytorch.org/torchx/latest/schedulers/lsf.html)

• May 2024: IBM Open sources IBM’s Granite 
• https://research.ibm.com/blog/granite-code-models-open-source 

Open Shift IBM Cloud
IBM Cloud Vela and Blue Vela Paper
https://arxiv.org/pdf/2407.05467 

https://pytorch.org/torchx/latest/schedulers/kubernetes_mcad.html
https://pytorch.org/torchx/latest/schedulers/lsf.html
https://research.ibm.com/blog/granite-code-models-open-source
https://arxiv.org/pdf/2407.05467


Multi-user Elastic Cache w/ Storage Scale

Storage Scale Container Native

Storage Scale

Training Jobs

Red Hat OpenShift

Cloud Object Storage (S3)

4. Automated data 
movement

2. Fast checkpoints

1. Fast data load from cache

Training Jobs
Red Hat OpenShift

Cloud Object Storage (S3)

AFM Data Mover - Critical Differentiator

Large, persistent,
and high-performance
data cache dedicated
to the AI cluster

BEFORE NOW

3. No backend overload
140TB

Container

S3

NFS

S3



Results
 Checkpoint times are 3x shorter compared to COS. E.g., 50B takes ~50 seconds vs 3 minute

 Input read times are less variable

3 165 327 489 651 813 975 1137129914611623178519472109227124332595
4000

5000

6000

7000
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9000

10000

Granite-13B-4k iteration times with NFS

Step number
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n 
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e 
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s)
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7000
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9000

10000

Granite-8B-4K-iteration times with Spectrum Scale File system

Step Number

Ite
ra

tio
n 

tim
e 

(m
s)

Step times: 9 – 6 seconds, up to 50% variation Step times: 4.8 to 5.2 seconds, less than 10% variation 

 Job restart no longer takes a long time to achieve steady state 

 Step time variation reduces from 50% to under 10%



Storage for Data Preparation

Storage Scale

Data Processing

Red Hat OpenShift

Cloud Object Storage (S3)

Data Processing
Red Hat OpenShift

Cloud Object Storage (S3)

Compute Cluster (ROKS)

Storage Cluster

Compute Cluster (ROKS)
• Embarrassingly parallel workload for which 

one can deploy larger compute clusters to 
accelerate data preparation

• Problem. When using over 70 compute 
nodes, data preparation applications overload 
COS backend.
Limits the speed of data preparation.

• Deploying cache allows to flatten I/O burst, 
not overload COS, and run data preparation at 
larger scale – 200 nodes (target).

• Lots of data reuse

• Data factory applications require object 
storage interface (S3), not file system. Scale 
provides object storage (S3) interface through 
Noobaa technology

• No need to deploy Scale Cloud Native 

• Status
1. Functional PoC completed
2. Performance PoC in progress: 

Larger scale, reduced peak load on 
COS, higher throughput

Noobaa

50TB

Storage Scale Container Native

S3

S3

S3



IBM Blue Vela- HGX “SuperPOD” Storage Fabric (IBM Cloud/ 
IBM Research/NVIDIA/Dell) working together to delivery an AI 
solution

https://www.linkedin.com/posts/dannybarnett_todays-an-incredibly-proud-day-for-my-team-activity-7180654456361910274-4fvU?amp;utm_medium=member_ios  

Compute Pod
• 4 Scalable Units
• 128 Compute Nodes
• 1024 H100 GPUs
• 82 TB of GPU Ram
• 12,288 Physical Cores
• 256 TB of RAM
• 3481 TB NVME Local Storage

Scalable Unit
• 32 Compute Nodes
• 256 H100 GPUs

Storage Scale 6000

https://www.linkedin.com/posts/dannybarnett_todays-an-incredibly-proud-day-for-my-team-activity-7180654456361910274-4fvU?amp;utm_medium=member_ios


IBM Storage Recent News

32

https://www.prnewswire.com/news-releases/coreweave-partners-with-ibm-to-d
eliver-new-ai-supercomputer-for-ibm-granite-models-302351465.html

https://community.ibm.com/community/user/storage/blogs/mike-kieran/2025/01/10/i
bm-storage-scale-system-6000-now-a-certified-nvid

“The supercomputer will 
leverage  IBM Storage Scale 
System 6000  flash technology 
to deliver high-performance 
storage for AI, data analytics, 
and other demanding 
workloads.

As part of this agreement, 
CoreWeave customers can 
access the IBM Storage 
platform within CoreWeave’s 
dedicated environments and AI 
cloud platform.”

https://www.prnewswire.com/news-releases/coreweave-partners-with-ibm-to-deliver-new-ai-supercomputer-for-ibm-granite-models-302351465.html
https://www.prnewswire.com/news-releases/coreweave-partners-with-ibm-to-deliver-new-ai-supercomputer-for-ibm-granite-models-302351465.html
https://community.ibm.com/community/user/storage/blogs/mike-kieran/2025/01/10/ibm-storage-scale-system-6000-now-a-certified-nvid
https://community.ibm.com/community/user/storage/blogs/mike-kieran/2025/01/10/ibm-storage-scale-system-6000-now-a-certified-nvid


LLM I/O Patterns
3 Phases

Init read phase – Model Load
Compute Phase – Iterative GPU Phase
Checkpoint write phase – every N compute iterations (buffered I/O)

https://www.depts.ttu.edu/hpcc/events/LUG24/slides/Day2/LUG_2024_Talk_15-AI_Workload_Optimization_with_Lustre.pdf 

Time

Read 
Bandwidth

Write 
Bandwidth

https://www.depts.ttu.edu/hpcc/events/LUG24/slides/Day2/LUG_2024_Talk_15-AI_Workload_Optimization_with_Lustre.pdf


LLM Data Set Size
Checkpoint time reduced to 1% an hour => 36 seconds

Model Specific Example for Synchronous

Checkpoint
Tensor Model Parallel Size determines how many GPUs 
participate in the checkpoint.
For example, If Tensor Parallel size is set to 8, 1 out of 8 
GPUs will participate in the checkpoint

~14 bytes per Parameter
Example

175B Parameter Model:  ~2.4TB Data set size
512B Parameter Model:  ~7.2TB Data set size
1T Parameter Model:  ~14TB Data set Size 

3 x IBM Storage Scale 6000 load in 36 
seconds

Total Number of GPUs is 4000 GPUs
Only 512 GPUs will participate in the checkpoint 
(4000_GPUs / 8_Tensor Parallel_Size)

175B:  ~4.8GB data set / GPU
512B:  ~15GB data set / GPU
1T:  ~28GB data set / GPU

Model Load
Using the same Tensor Parallel Size of 8 from the 
checkpoint
8x the data set size will need to be loaded across all 
GPUs
Example

175B Parameter Model:  ~19TB Data set size
512B Parameter Model:  ~58TB Data set size
1T Parameter Model:  ~110TB Data set Size

3 x IBM Storage Scale 6000 load in <  2 
min 

Total Number of GPUs is 4000 GPUs
Data set per GPU is the same, but now all GPUs participate 
in the Model Load

175B:  ~4.8GB data set / GPU
512B:  ~15GB data set / GPU
1T:  ~28GB data set / GPU READ: 310+ GB/s

 WRITE: 155+ GB/s



4T 2048 16,384 56 TB 1,555.7 GB/s 0.76 GB/s 6.08 GB/s ~1650 GB/s 11 Scale System 6000

8T 4096 32,76
8 112 TB 3,111.1 GB/s 0.76 GB/s 6.08 GB/s ~3150 GB/s 21 Scale System 6000

Checkpointing Large Models

Parameters Nodes 
(8 GPUs/node)

GPUs Total Size of 
Checkpoint

Write 
Bandwidth

Per Thread 
Write

Per Node 
Write 

Overall Write 
Performance

Number of Storage 
Scale Systems

175B 128 1,024 2.45 TB 68.06 GB/s 0.53 GB/s 4.25 GB/s ~155 GB/s 1 Scale System 6000

530B 256 2,048 7.42 TB 206.11 GB/s 0.74 GB/s 5.89 GB/s ~300 GB/s 2 Scale System 6000

1T 512 4,096 14 TB 388.89 GB/s 0.76 GB/s 6.08 GB/s ~450 GB/s 3 Scale System 6000

• Number of bytes per parameter: 14
• Checkpoint write time percentage of total training time: 1%
• Checkpoint interval: 1 hour



 NVIDIA DGX SuperPOD solution with IBM Storage Scale System 6000

NVIDIA SuperPOD Storage Guidelines https://docs.nvidia.com/dgx-su
perpod/reference-architecture-scalable-infrastructure-b200/latest/storage-architecture
.html

IBM Storage Scale system 6000 delivers “Enhanced” in class performance

up to 1PB Usable Flash

4U Rack Space 3200 Watts power

IBM Storage Scale System 6000

1 2 4 8 16
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• High performance, resilient, parallel filesystem storage recommended for 
multi-threaded read and write operations across multiple nodes

• Peak performance for writes and read are needed for creating and reading 
checkpoint files

• Concurrent filesystem access minimizes step time

Performance Characteristics
NVIDIA Storage Guidance

IBM Storage Sizing Guidance
Standard (GBps) Enhanced 

(GBps)

Single SU aggregate system read 40 125 1x IBM Storage Scale system 6000 
Performance model
Up to 320 GB/s read & 150 GB/s writeSingle SU aggregate system write 20 62

4 SU aggregate system read 160 500 2x IBM Storage Scale system 6000 
Performance model
Up to 640 GB/s read & 300 GB/s write

4 SU aggregate system write 80 250

https://docs.nvidia.com/dgx-superpod/reference-architecture-scalable-infrastructure-b200/latest/storage-architecture.html
https://docs.nvidia.com/dgx-superpod/reference-architecture-scalable-infrastructure-b200/latest/storage-architecture.html
https://docs.nvidia.com/dgx-superpod/reference-architecture-scalable-infrastructure-b200/latest/storage-architecture.html


• NVIDIA Magnum IO
 Family of I/O Optimizations for 

GPU accelerated data centers. 
 GPUDirect RDMA: Access peer 

node’s memory without copying 
through host memory

 GPUDirect Storage: Transfer 
data between GPU and storage 
without involving CPU and CPU 
memory

• NVIDIA CUDA Toolkit
 GDS API is in the CUDA toolkit
 A development environment 

for GPU accelerated 
applications

 Libraries, compilers, 
debuggers, optimizers and 
tools

 Leading GPU compute 
platform since 2006

• GDS for Applications
 Invoked using the CUDA 

Toolkit (cuFile) API
 GDS APIs must be explicitly 

called by the applications
 Storage must be GDS 

enabled. If not, GDS APIs use 
regular data movement. 

• Why it matters
 AI, HPC, ML and analytics are 

data hungry and require a very 
high data throughput.

 GPUs can be  starved by slow 
I/O due to multiple data 
transfers  on the client. 

GPUDirect  Storage (GDS) for 
Storage Scale enables an 
RDMA (remote direct memory 
access) path between GPU 
memory and storage. 

   NSD server

page
pool

 IB fabricpage 
pool

app 
buffer

GPU 
buffer

  4

  3

page
pool
page 
pool

   Client

  1
  2

  IB fabric
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IBM Storage Scale
GPU Direct Storage

Without GPU Direct

page 
pool

page 
pool

app 
buffer

GPU 
buffer

 IB fabric

  1

  2

With GPU Direct

GDS eliminates two data transfers, which increases throughput, 
reduces latency and reduces client CPU utilization

   NSD server   Client
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IBM Storage Scale
GPU Direct Storage Comparison

Up to 3.5x Higher Bandwidth; 50% reduction in latencies



IBM Storage Scale has Evolved for Over 25+ Years
Unified Data and Parallel Storage Access that Redefines a Global Platform For Services

202020192012

AFM

Hybrid Cloud 
Data 

Services 
introduced

GPFS 1.1

The seeds of 
the Global 

Data Platform 
are born

1998

Spanning a Millennium of Storage Innovation

ESS GS GL

ESS with 
Security 

Services AND 
HDFS 

introduced

2014 2015
Spectrum

Scale
GPFS 

renamed 
IBM Spectrum

Scale with
enhanced client

experience

ESS 3000

First NVMe all 
flash cloud 

scale storage 
and unified 
Kubernetes 

Storage

ESS 5000

First 10+PB 
single node 

ESS 
introduced 
GPU Direct 

Storage 

ESS 3200
First

80B/s
Extreme

Performance
ESS node &
    S3 object

storage

ESS 3500

A  single
family of

cloud scale
w/ sustainable

innovation
& GDP 

introduced
w/ unified

file/object &
Cyber Security 

2003
Snapshots

Data
protection
takes root

20212006

ILM

Policy 
based 
data

optimization
and tiering 

2010

EC and 
Clones

Disk
 optimization

and data
protection
enhanced 
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IBM Storage Scale Developer 
Edition
https://www.ibm.com/products/storage-scale 

Fully functional!
Derived from the most advanced Scale 
Technology

Download it or schedule a demonstration!
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Scale User Group

The Scale (GPFS) User Group is free to 
join and open to all using, interested in 
using or integrating IBM Storage Scale.

The format of the group is as a web 
community with events held during the 
year, hosted by our members or by IBM.

See our web page for upcoming events and 
presentations of past events. Join our 
conversation via mail and Slack.

www.storagescale.org 

https://www.ibm.com/products/storage-scale
http://www.spectrumscaleug.org/


Techzone – https://techzone.ibm.com/collection/ibm-storage-scale-developer-edition-labs  
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Scale Deployment model comparison

Shared Nothing Cluster (SNC) Model (Storage Rich Servers (replication, erasure code))

Span storage rich servers for converged architecture or HDFS deployment

Twin tailed storage with erasure coding

Modular High-Performance Scaling

Storage Area Network (SAN) 
(NVMeoF,Fiber Channel,iSCSI)

Unify and parallelize storage silos

POSIX 
Filesystem

IBM Cloud 
Object Storage 

(COS)

IBM Storage Ceph

PureScale
Sailfish

DS8k SDS 
Scale

Scale 
System

Scale Erasure 
Code Edition (ECE)

Fusion HCI

IO 
Servers

IO 
Servers

IO Servers

Scale (FPO)

Hadoop



Storage Scale foundations 1 – place data where you need it!

Servers 
Compute

clients

Data Servers 

Clients 

Storage Scale global name space

POSIX

Data / Storage cluster - high speed TCP/IP network

High 
performance

Disk
Storage Pool

Policy Engine

High IOPS
All Flash 

Storage Pool

/home/data/web/important_hi-performance_data

/home/data/web/unstructured_performance_data

Capacity
Disk

Storage Pool

/home/data/web/unstructured_long_term_data

Physical data management via 
policy engine 

Parallel high performance, data 
striped across all storage in pool

 
 Workload auto-balanced across 
all data servers in enterprise data 

infrastructure 

Applications see common 
enterprise data infrastructure



Storage Scale foundations 1.1 – just read it when you need it! 

Servers 
Compute

clients

Storage Scale global name space

POSIX

Data / Storage cluster - high speed TCP/IP network

High 
performance

Disk
Storage Pool

Policy Engine

High IOPS
All Flash 

Storage Pool

/home/data/web/important_hi-performance_data

/home/data/web/unstructured_performance_data

Capacity
Disk

Storage Pool

/home/data/web/unstructured_long_term_data

Parallel high performance

Auto-balance 

Single version of data 

Single version of data flows to other 
applications / servers from common 

enterprise data infrastructure

Read/write with full data integrity 
across multiple users 

Data Servers 

Clients 



Storage Scale foundations 2 - scalability 

Storage Scale global name space

Servers 
Compute

clients

Data / storage cluster
High speed TCP/IP network

POSIX

Policy Engine

High 
performance

Disk
Storage Pool

High IOPS
All Flash 

Storage Pool

Capacity
Disk

Storage Pool

Dynamically add more 
resources = 

More parallel high 
performance =

More auto-balance 

Data Servers 

Clients 



Storage Scale foundations 2.1 – more scalability 

Storage Scale global name space

Servers 
Compute

clients

Data / storage cluster
High speed TCP/IP network

POSIX

Policy Engine

High 
performance

Disk
Storage Pool

High IOPS
All Flash 

Storage Pool

Capacity
Disk

Storage Pool

Data Servers 

Clients 

Dynamically add more 
resources = 

More parallel high 
performance =

More auto-balance 



Storage Scale foundations 2.2 – even more scalability 

Storage Scale global name space

Servers 
Compute

clients

Data / storage cluster
High speed TCP/IP network

POSIX

Policy Engine

High 
performance

Disk
Storage Pool

High IOPS
All Flash 

Storage Pool

Capacity
Disk

Storage Pool

Single version of data 
accessible by scalable 

enterprise common data 
platform

Parallel high performance, full 
data integrity, data mgmt

Servers 

Data Servers 

Clients 



Storage Scale foundations 2 – Scale System 3500/6000

Storage Scale global name space

IBM Storage Scale System 6000

IBM Storage Scale System 3500

POSIX

Policy Engine
Data / storage cluster

High speed TCP/IP network

co-exists with 
other Storage 
Scale Storage 

Pools

IBM Scale System = pre-
packaged Storage Scale storage 

building block with unique 
Storage Scale RAID

Fully integrated, tested, 
delivered, and supported by IBM 

Data Servers 

Clients 

Servers 
Compute

clients



Storage Scale foundations 3 – access by more protocols

Storage Scale global name space

Servers 

High IOPS
All Flash

Compute
clients

POSIX

Data / Storage cluster - high speed TCP/IP network

Access file system over IP 
via standard protocols

Servers Compute
 

SMB NFS Object HDFS

Policy Engine

High 
performance

Disk
Storage Pool

Capacity
Disk

Storage Pool

 Multiple protocols access 
Storage Scale common 
enterprise data platform

Data Servers 

Clients 

Protocol Nodes 

CNSA    CSI
Access file system over IP 

via standard protocols

Servers Compute
 

SMB NFS Object HDFS

CNSA    CSI

/fs1/project1 /fs1/project2



Storage Scale foundations 3.1 – access by multiple clusters\
“remote mount” Remote Fileset Access Control (RFAC)

Storage Scale global name space

Servers 

High IOPS
All Flash

Compute
clients

POSIX

Remote 
Storage Scale

compute cluster

GPU
clients

Policy Engine
Data / storage cluster

High speed TCP/IP network

Capacity
Disk

Storage Pool

Multiple 
Storage Scale 
clusters can 

be linked 
together to 

form common 
enterprise data 

platform

Data Servers 

Clients 

Clients 

GDS POSIX
/fs1/project1

Remote 
Storage Scale

compute cluster

HPC
clients

Clients 

POSIX
/fs1/project2



Data aware cost optimization
Powerful policy engine 

Information Lifecycle Management
Fast metadata ‘scanning’ and data movement
Could automate data migration based on threshold

Users not affected by data migration
Single namespace

Integrated with Tape, S3 or NFS endpoints
DMAPI 
Active File Management (AFM)

Example: Online storage reaches 90% full then 
move all 1 GB or larger files that are 60 days old 
to offline to free up space

Small files last 
accessed > 30 days

last accessed 
> 60days

Silver pool is >60% full 
Drain it to 20%

accessed 
today and 
file size is 
<1G

System pool
(Flash)

Gold pool
(SSD)

Silver pool
( NL SAS)

Tape Library

Tape or S3



Hadoop / Spark
Data Lakes

A Global Data Platform in action

Storage Scale global name space

Data Servers 

Ingestion 

High Performance 
Disk

High IOPS
All Flash

Remote 
Storage Scale

compute cluster

Servers 
Compute

clients

Access file system IP via
standard client protocols

Servers Compute
 

SMB NFS Object HDFS

POSIX

Policy Engine

Tape
Capacity Disk

Data / Storage cluster - high speed  RDMA/RoCE/TCP/IP network

EDGE INGEST ORGANIZE ANALYZE INSIGHTSML / DL

Classification &
Metadata Tagging

ML / DL
Prep  Training  Inference⇨ ⇨

Backup / Archive

CSI

Servers and Virtual 
Servers (VMs)

High Speed, Transient, 
Cloud, or Archive Ingest

Content Aware Storage



IBM continues to drive  
innovation on our 
environmental attributes

Tiering models to move the data to and from the compute
Lowers Energy Consumption and Costs with Data Lifecycle Management

High Performance 

High Capacity

Archive Capacity

Storage
Ceph or COS

Storage Scale 
System

Tape

IBM Cloud | AWS | Azure | Others

Storage Scale System

Object 
storage

Data Acceleration Tier
Storage Scale System

Storage Scale

Storage Scale

IBM Cloud | AWS | 
Azure | Others

Storage Scale

IBM Cloud | AWS | Azure | Others

S3 Glacier



Self-managed S3 Deep Archive

55

- Dense – 27PB of uncompressed data per library, delivering 
unparalleled data center economics

- Deep Archive Configuration – IBM’s Diamondback uses the S3 API 
for deep archive with glacier storage classes

- Ease of deployment – As a fully isolated unit, a Diamondback can be 
shipped pre-populated with media and deployed in under 30 
minutes

- Operationally light – With IBM’s Expert Care offering included with 
every Diamondback, no specific tape expertise is needed to use a 
Diamondback for day-to-day tasks

- Secure -  each Diamondback is an air gapped vault for your data, 
with WORM protection and built-in encryption available
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