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AI Data Inferencing Challenges

- Data is Distributed:
Too many copies of data and
unnecessary data movement

- Data Pipelines are Complex: I . QQI"‘@
. . — y Ent Dat AI/ML Workloads S
Too many technologies to "E Q" crPrise Data / O’ . ]
|ntegrate and data typeS to Structured and Unstructured Data Training, Fine tuning, Inferencing
support

- Data is Critical Business Asset:
Too many replicas of data with

inconsistent ACL’s between raw > —Ta—— T
data and embedding Al Model Training g :

Ingestion Preprocessing Inferencing
- Data is Constantly Changin%:
Long latency between data change
and updated vectors

Secure, Scalable, High Performance Al Data Pipeline

- Data is Growing:
Limited scalability, Performance
bottlenecks reduce time to value

A new type of storage (Content Aware) is needed to address these challenges
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What is IBM Content-Aware Storage (CAS)

@ “CAS is the semantic interface to AI-ready storage”

Extracts the meaning of unstructured enterprise data

Prepares data for use by agentic & Al inferencing applications

Enables contextual and lexical search of data in storage

@ Fundamentally, CAS is a general knowledge '1t:”
base for generative Al inferencing applications o

I=ES >
= — NVIDIA.

Ly

IBM Content Aware Storage

Al Data Processing Pipeline

IBM Storage Scale

NVIDIA GPUs

®

Agentic
framework

LLMs

mia]

“CAS solves the 99% problem™

= (Clients need to grant AI models access to their data so that they can perform useful work, and

organizations are swamped with this unstructured data stored disparately across the enterprise...

= ..but 99% of this data isn’t represented in AI model training sets or in a format that is useful to Al

Inferencing applications
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What are we solving for?

*Solving for how to get your data to AI applications safely, securely, at scale, for the lowest cost!

Enterprise Data

—
%

Al Applications
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What’s the basic answer?

*A Retrieval-Augmented Generation (RAG) framework that transforms your data into vectors, stores those
vectors, and serves them to AI Apps

Vector

Enterprise Data Transformation

= - be
E@ !’ @

Vector Store Al Applications

relevant,

dynamically provide: up-to-date
enterprise data

train

IBM Storage for Data and Al / © 2026 IBM Corporation



What is Retrieval-Augmented Generation (RAG)?
And what features are added by Content Aware Storage (CAS)?

> YouTube Ra\r\evo\\ - /’\uémp,y\)((,& Gu\c.ra“\'in

% IBM Technology

https://www.youtube.com/@IBMTechnology
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Limitations in existing RAG solutions

Q 5/0% Q 7) Data preparation, cleaning;
5 5 disconnected data stores

o o

Dgta engmeer Al app developer 2) Data COPI'ed mu/t/p/e times in
unsecure environment

ngest tori. t
. 9:1 Vectoize SbaLs eI B ROl 3) Weekly batch refresh and rebuild of
N\ TN — |m " T T T T s s s s |
== Parsing . Chat App vector DB
."“_, Chu¢nking E e Question 4) Small fraction of data stored in
é Data I e vector DB
Internal or — COPES Embedding g% ! El Answer ! ) )
tormal e CSLELEEERS i 5) High, unpredictable monthly costs
data stores m 6) Complexity saps FTE working hours

:: Flatform engrneer °°

oO

Storage administrator
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Docs processed for chat: <

IBM_BCG_2024. pdf

L L RAG with IBM Content Aware Storage

Refresh

Granite 3.2 8b instruct is an open-source LLM supporting a 128k context window.JStart with one of the

sample prompts or enter your own. Keep in mind that Al can occasionally make mistakes.

& Chatbot
What is the energy consumption of the IBM What are the highlights of the IBM S3 Deep
S3 Deep Archive entry configuration? Archive solution?

CAS g
FUSiOﬂ @ What is the difference between basic vs What are the highlights of IBM Diamondback

premium expert care for IBM Diamondback? Expert Care?

CAS runtime




IBM S3 Deep
Archive.pdf

& Macintosh | > 8

<

Docs processed for chat:

Refresh

& Chatbot

IBM_Diamondbac
k_Exper...Care.pdf

> B » @ Downloads > §] source_pdfs

What is the energy consumption of the IBM
S3 Deep Archive entry configuration?
L3

What is the difference between basic vs
premium expert care for IBM Diamondback?

IBM_BCG_2024.p

df

> B IBM_CAS_Tech_Byte_Demo_directc

e RAG with IBM Content Aware Storage

Granite 3.2 8b instruct is an open-source LLM supporting a 128k context window. Start with one of the
sample prompts or enter your own. Keep in mind that AI can occasionally make mistakes. Vi

What are the highlights of the IBM S3 Deep
Archive solution?

What are the highlights of IBM Diamondback
Expert Care?
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Docs processed for chat:

el RAG with IBM Content Aware Storage

IBM S3 Deep Axrchive.pdf

IBM_Diamondback_Expert_Care.pd Granite 3.2 8b instruct is an open-source LLM supporting a 128k context window. Start with one of the

sample prompts or enter your own. Keep in mind that Al can occasionally make mistakes.

Refresh
G Chatbot nium: 4 hours for Severity 1 and 2, by mutual agreement between client and IBM for Severities ]
3and4
3. Enhanced Response Times:
Basic: Not specified
Premium: 30 minutes contact target response time objective for Severities 1 and 2
4. Remote Code Load:
Basic: Not included
&8 Macintosh }> @5 > @l > W Downioads > B source_pdij Premium: Included with assistance and supervision by an IBM technical resource for the number
of years selected
5. Predictive Support elements:
Basic: Included with setup of IBM Call Home Technology
| \ | Premium: Included for the number of years selected with setup of IBM Call Home Technology
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h, and usage

Content Aware IBM Storage Scale et oo
automatically transforms unstructured files into Al ready content. o e
It turns Static documents into an immediate actionable answer.

o aae

IBM

Huration of

What is the energy consumption of the IBM S3 Deep Archive entry configuration? >
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Accelerating AI and Analytics with

IBM Fusion CAS and IBM Storage Scale
Data Flow

Customer

IBM Fusion CAS Data Servi
usion ata Service Chat App

Question

/Document Processing Engine Vectorize
&

[13, B8]
Metadata s fe—

—

&
Data <<j” &

Vector
Database

Re-rank
(NVIDIA Re-rank

NIM - optional)
Data
L | Top-K +

I ) ; . 5

| —> b

I / —|_. 3 —> I prompt

: Aggregator ' L
|

[1.0, 3.4
[1.3, 8.6l —P
(9.4, 871
[5.3, 8.0]

CAS Runtime

v
| Kafka Broker |
CAS Search API

a
o A -«—
IBM Storage Scale + AFM (Optional)
IBM Fusion Global Data Platform

| Answer

[ OpenShift J
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Accelerating AI and Analytics with

IBM Fusion CAS and IBM Storage Scale
Features: AFM - with watch folders

Data Sovereignty & In-Place Processing

 CAS indexes data in place without copying it, respects existing enterprise security policies and storage
systems (e.g., IBM Storage Scale, S3 (via AFM)).

« CAS uses watch folders and active file management to incrementally detect and index new or changed files
for RAG.

Vector DB

.—
Document Vector A (Report 2026 4ACL) loct
. cotlection
Processing >
Engine

—

Datasource S3

Repo 26 N
(4
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Security (ACL preservation), Multi tenant

Domain-Level Access & CAS Resource Access Control (CRAC)
« CAS organizes content into domains, which act as logical boundaries for tenants or projects.
« CRAC (CAS Resource Access Control) policies define which users or groups can access a domain.
* Ensurestenants are isolated at domain level, preventing cross-tenant data exposure.
File-Level Security via LDAP + Identity Provider (IDP)
 Beyond domain-level control, CAS supports file-level access enforcement.
* Integrates with:

 LDAP directory services (e.g., OpenLDAP) for user and group attributes.

* ldentity Providers (IDPs) using OpenlD Connect (e.g., Keycloak) for authentication and claims.
 Storage ACL's are directly applied to the vectors, CAS can:

* keep up with any changes that made to file access.

* apply them in real-time to the associated vectors.
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Accelerating AI and Analytics with

IBM Fusion CAS and IBM Storage Scale
Security (ACL preservation), Multi tenant

Query Access Control

 Auserqueries CAS - the system checks real-time ACLs and filters results so only files the user has
permission to read are returned.

 CAS applies query-time filtering based on user identity and group memberships.
* Prevents unauthorized retrieval of sensitive documents during RAG operations.

* The configuration involves mapping LDAP attributes and IDP claims to CAS security policies.
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Accelerating AI and Analytics with

IBM Fusion CAS and IBM Storage Scale
Core Building Blocks

IBM optimized version of the Fusion
NVIDIA pipeline supporting .
multimodal RAG ingest and IBM Fusion CAS
search \ IBM Fusion Software
S > )
e wioa | karka . GDP:IBM Storage Scale CNSA (Storage network) T
Folder NeMo Retriever Operato

EMS Node Utility Node Utility Node Utility Node BYO GPUs Node
Control-plane/Compute Control-plane/Compute Control-plane/Compute Compute
SSS 6000 general-purpose nodes
Storage cluster CAS Compute cluster
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IBM AIDP with CAS and Storage Scale Performance
Multimodal Data |

 1.3TB/day max multimodal ingest per IBM AIDP GPU (GB per 24 Hours)
server with NVIDIA RTX PRO™ 6000 Blackwell Server
Edition GPUs"2

* 10.75TB/ day max multimodal ingest per AIDP rack -2

1|

GB PER 24 HOURS

Max Max Ingest Mixed Workload*
Multimodal Queries per | (TB/day| Pages/sec)
Ingest1:2 second? | |
(TB/day | = 7 5 o R
Pages/sec) o NI
Single GPU Server with 8x NVIDIA RTX PRO™ 1.3]116 45 0.35| 31 Ml it
6000 Blackwell Server Edition GPUs IBM AIDP Max Queries Per Second with NVIDIA RTX PRO
Max AIDP Rack with 8x GPU Servers and 8x 10.75 | 962 365 10.4 | 930 S s BPUs
NVIDIA RTX PRO™ 6000 Blackwell Server
Edition GPUs

1) Multimodal content consisting of text, tables, charts & infographics based on Digital
Corpora Dataset; No queries during ingest period

2) Using embedqga-300-v2 embedding NIM, 15% raw text to pdf file size ratio

3) No parallelingest - all GPUs used for queries using llama-3.2-rerankga-1b-v2
Reranking NIM

4) 10 queries per second and 40 re-ranks per query with parallel ingest 4 8 1 18 2 24 om0  a  s e

NUMBER OF RTX PRO 6000 BLACKWELL SERVER EDITION GPUS

e
2
Q
o
o
@
«
i
o
®
=
=
w
2
(=4
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IBM AIDP with CAS and Storage Scale Performance

Text Data

* Max 4,420 Pages per second (5.7TB per day) text
ingest per IBM AIDP GPU server'2
* 10.75TB/day max multimodal ingest per AIDP rack -2

NVIDIA RTX PRO™ 6000 Blackwell Server
Edition GPUs

Max Max Ingest Mixed Workload*
Multimodal Queries per | (TB/day| Pages/sec)
Ingest'2 second?®
(TB/day |
Pages/sec)

Single GPU Server with 8x NVIDIA RTX PRO™ 0.71543 45 0.5]388

6000 Blackwell Server Edition GPUs

Max AIDP Rack with 8x GPU Servers and 8x 5.7 4420 365 5.6 | 4343

1) Text PDF content; 67,000 text pages per GB; based on Digital Corpora dataset; No

queries during ingest period

2) Using embedqga-300-v2 embedding NIM, 15% raw text to pdf file size ratio
3) No parallelingest - all GPUs used for queries using llama-3.2-rerankga-1b-v2

Reranking NIM

4) 10 queries per second and 40 re-ranks per query with parallel ingest

IBM Storage for Data and AI / © 2026 IBM Corporation

IBM AIDP Text Ingest Performance per Rack
NVIDIA RTX PRO 6000 Blackwell Server Edition GPUs
(GB per 24 Hours)
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<
x
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IBM AIDP Max Queries Per Second with NVIDIA RTX PRO
6000 Blackwell Server Edition GPUs
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NUMBER OF RTX PRO 6000 BLACKWELL SERVER EDITION GPUS



CAS Configuration — Multimodal Data Ingest and Query
(Mixed Workload) Sizing

Up to 8 GPU servers per rack
 4/8 x RTXPro 6000 GPU per G04 (runs NVIDIA NeMo

Retriever, NVIDIA NeMo Reranking NIM)
3 x ESS Utility Node (CAS core components)

Factors

GPU

NVIDIA RTX PRO 6000

Embedding model

llama-3.2-embedga-1b-v2

llama-3.2-embedqga-300-v2

Reranking model

llama-3.2-rerankga-1b-v2

Document Modality Multimodal
Average # of Images Per Page 2
Raw text data volume percent® 15%
Ingestion SLA (hours) 24
Queries per second 10
# of chunks to rerank 40

RAG Ingest () RAG Ingest

GPU NeMo Retriever MaxRTX6000 CPUWorker  Physical VCPU! Memory llama-3.2-embedga-1b- embedga-300-v2

Servers Instances GPUs Node Cores (GB) v2 Embedding Model Embedding Model
TB/day Pages/sec TB/day Pages/sec
1 4 4 3 128 256 2304 0.24 21 0.35 31
8 8 3 128 256 2304 0.6 54 1 89
5 12 12 3 256 512 4608 1 89 1.7 152
16 16 3 256 512 4608 1.5 134 2.4 215
3 20 20 3 384 768 6912 1.9 170 3 268
24 24 3 384 768 6912 2.3 206 3.7 331
4 32 32 3 512 1024 9216 3.2 286 5 447
5 40 40 3 640| 1280 11520 4.1 367 6.4 573
6 48 48 3 768 1536 13824 4.9 438 7.7 689
7 56 56 3 896 1792 16128 5.8 519 9.1 814
8 64 64 3 1024 2048 18432 6.6 590 10.4 930

1) Available vCPU is presented at SMT=2

2) 1GB of Multimodal content equates to ~7,730 pages consisting of text, tables, charts & infographics based on Digital Corporadataset
3) 215,000,000 words per GB of text; 1.33 tokens per word; 512 chunk size (tokens)
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Accelerating AI and Analytics with
IBM Fusion CAS and IBM Storage Scale

High-Performance Storage Reference Architecture

ﬁggmggoks

Enabling Al Inference at Scale:
IBM Storage Scale ECE and
IBM Fusion CAS with NVIDIA
Al Data Platform

IBM Storage Scale and
IBM Storage Scale System 6000 and

IBM Fusion Content-Aware Storage (CAS)

NVIDIA
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Accelerating AI and Analytics with

IBM Fusion CAS and IBM Storage Scale
Data Flow

Customer

IBM Fusion CAS Data Servi
usion ata Service Chat App

Question

/Document Processing Engine

Vectorize

[1.0, 3.4]
[13,848]

9.4, 87 4_
Data [5.3,8.0]

Metadata
-

v
| Kafka Broker |
CAS Runtime

Data

o m
' & ﬂ. «— |lllll'Y) &
IBM Storage Scale + AFM (Optional)
IBM Fusion Global Data Platform

[ OpenShift J

IBM Storage for Data and AI / © 2026 IBM Corporation




RAG, the Process

N
)

Data
sources

extract
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Data ingestion pipeline

Al Accelerator

embedding
model

L L L
111

GPU’s
L 111

Vector DB

[0.513341, 0.098482, 0.253949, 0.613111, 0.501264, -0.187409, ...]
[0.478281, 0.106126, 0.266366, 0.578153, 0.538325, -0.254910 , ...]
[0.477390, 0.063441, 0.132675, 0.618841, 0.531241, -0.292045 , ...]
[0.550245, 0.033019, 0.248717, 0.555847, 0.541968, -0.177720 , ...]
[0.124960, 0.218878, -0.397370, -0.859725, -0.198612, -0.001194, ...]
[-0.015239, 0.250662, -0.396874, -0.852586, -0.205101, 0.102267, ...]
[-0.011571, 0.158124, -0.440985, -0.864631, -0.180813, 0.010724, ...]
[0.068162, 0.191374, -0.395320, -0.874271, -0.188157, 0.051954 , ...]
[-0.384697, -0.141766, -0.414211, -0.784597, 0.115823, -0.177010, ...
[-0.257882, -0.228278, -0.359648, -0.838959, 0.040092, -0.215824 , ...
[-0.331391, -0.166191, -0.439649, -0.766753, 0.106369, -0.264659 , ...
[-0.261275, -0.081182, -0.348959, -0.883510, 0.032869, -0.147317 , ..
[-0.207114, 0.712737, 0.113163, 0.521636, 0.271312, 0.300982 , ...]
[-0.264660, 0.669134, 0.052111, 0.588657, 0.162867, 0.326277 , ...]
.
.

[-0.114419, 0.677671, 0.188536, 0.528885, 0.139067, 0.439392 ,
[-0.223215, 0.676315, 0.153558, 0.502675, 0.215136, 0.412587 ,

Storage System

Query

text chunks passed to the LLM
as part of the prompt

Identify neighboring vectors

Customer
App

Question:

(e.g. cosine similarity or L2 distance)




RAG, the Process

Embedding [0.00, 0.00, 0.00, 0.00, 0.95, 0.90, 0.85, 0.75] [0.95, 0.90, 0.90, 0.70, 0.00, 0.00, 0.10, 0.00]
[0.00, 0.00, 0.00, 0.00, 0.90, 0.95, 0.95, 0.80] [0.90, 0.90, 0.85, 0.80, 0.00, 0.00, 0.10, 0.00]
Apple Apple
s

Context / Features é__:_==?==g '

Edible / Taste 0.0 0.0 0.9 0.95
Biological / Natural 0.0 0.0 0.9 0.9
Grows in Nature 0.0 0.0 0.8 0.9
Sweet / Flavor-related 0.0 0.0 0.8 0.7
Technology / Devices 0.9 0.9 0.0 0.0
Software / Digital 0.9 0.9 0.0 0.0
Business / Enterprise 0.95 0.8 0.1 0.1
Industrial / Manufactured 0.8 0.7 0.0 0.0

Embedding: Numeric representation of text

IBM Storage for Data and Al / © 2026 IBM Corporation




RAG, challenges of scaling

T
—

Enterprise
Storage

L/

T
%//

store billions of files
> each file hundreds of vectors
= hundreds of billions of vectors
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Data ingestion pipeline

chunk

Al Accelerator

embedding
model

L L L
111

GPU’s
L 111

Vector DB

[0.513341, 0.098482, 0.253949, 0.613111, 0.501264, -0.187409, ...]

[0.478281, 0.106126, 0.266366, 0.578153, 0.538325, -0.254910, ...]

[0.477390, 0.063441, 0.132675, 0.618841, 0.531241, -0.292045, ...]

[0.550245, 0.033019, 0.248717, 0.555847, 0.541968, -0.177720, ...]

[0.124960, 0.218878, -0.397370, -0.859725, -0.198612, -0.001194, ...]
[-0.015239, 0.250662, -0.396874, -0.852586, -0.205101, 0.102267, ...]
[-0.011571, 0.158124, -0.440985, -0.864631, -0.180813, 0.010724, ...]
[0.068162, 0.191374, -0.395320, -0.874271, -0.188157, 0.051954, ...]
[-0.384697, -0.141766, -0.414211, -0.784597, 0.115823, -0.177010, ..
[-0.257882, -0.228278, -0.359648, -0.838959, 0.040092, -0.215824, ...
[-0.331391, -0.166191, -0.439649, -0.766753, 0.106369, -0.264659, ...
[-0.261275, -0.081182, -0.348959, -0.883510, 0.032869, -0.147317, ...
[-0.207114, 0.712737, 0.113163, 0.521636, 0.271312, 0.300982,, ...
[-0.264660, 0.669134, 0.052111, 0.588657, 0.162867, 0.326277 , ..
[-0.114419, 0.677671, 0.188536, 0.528885, 0.139067, 0.439392,, ...
[-0.223215, 0.676315, 0.153558, 0.502675, 0.215136, 0.412587, ...

Storage System

Query Customer
App

Question:

Current vector database solutions:

* only support billions of vectors by
scaling out across tens to hundreds of
servers.

At this scale unique challenges arise:

* the lengthy time to index (or reindex)
the vector to speed up search

* therising infrastructure cost for
hosting and serving these vectors.



RAG, challenge solved: IBM Storage Scale System 6000

T
—

Enterprise
Storage

Data ingestion pipeline

extract

T

%/

K—//

store billions of files

> each file hundreds of vectors
= hundreds of billions of vectors
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Al Accelerator

embedding
model

L L L
111

GPU’s
L 111

Vector DB

[0.513341, 0.098482, 0.253949, 0.613111, 0.501264, -0.187409, ...]
[0.478281, 0.106126, 0.266366, 0.578153, 0.538325, -0.254910, ...]
[0.477390, 0.063441, 0.132675, 0.618841, 0.531241, -0.292045, ...]
[0.550245, 0.033019, 0.248717, 0.555847, 0.541968, -0.177720, ...]
[0.124960, 0.218878, -0.397370, -0.859725, -0.198612, -0.001194, ...]
[-0.015239, 0.250662, -0.396874, -0.852586, -0.205101, 0.102267, ...]
[-0.011571, 0.158124, -0.440985, -0.864631, -0.180813, 0.010724, ...]
[0.068162, 0.191374, -0.395320, -0.874271, -0.188157, 0.051954, ...]
[-0.384697, -0.141766, -0.414211, -0.784597, 0.115823, -0.177010, ...
[-0.257882, -0.228278, -0.359648, -0.838959, 0.040092, -0.215824, ...
[-0.331391, -0.166191, -0.439649, -0.766753, 0.106369, -0.264659, ..
[-0.261275, -0.081182, -0.348959, -0.883510, 0.032869, -0.147317,, ..
[-0.207114, 0.712737, 0.113163, 0.521636, 0.271312, 0.300982,, ...]
[-0.264660, 0.669134, 0.052111, 0.588657, 0.162867, 0.326277 , ...]
[-0.114419, 0.677671, 0.188536, 0.528885, 0.139067, 0.439392,, ...]
[-0.223215, 0.676315, 0.153558, 0.502675, 0.215136, 0.412587, ...]

IBM Storage Scale System 6000

Query Customer
App

Question:

IBM Research team: yioa SANMSUNG

focused on improving vector density
and reindexing time

decoupled vector and index storage
from the compute performing queries
collaborated with Samsung (Genb5
NVMe™ server SSDs)

developed new Index design



Extreme scaling Vector Database

able to demonstrate loading, indexing, and querying of

(384 dimensions, full precision floating point)

Query recall and latency for 100B vectors
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RECALL PRECISION

QUERY LATENCY

153 TiB
IBM Storage Scale System 6000

Single

The result: a mean query latency of 694 milliseconds with a recall precision of 90%.
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Extreme scaling Vector Database

able to demonstrate loading, indexing, and querying of

(384 dimensions, full precision floating point)

SEm— P T. P T.

BILLION Vectors

QUERY LATENCY RECALL PRECISION

Single 153 TiB
IBM Storage Scale System 6000
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A

T

Lk 'ih
?%

https://research.ibm.com/blog/cas-100-billion-vector-storage-ai

Further enhancements ongoing!



RAG, challenge solved: IBM Storage Scale System 6000

T

Enterprise
Storage

v

extract

T

g/

¥/

store billions of files

> each file hundreds of vectors
= hundreds of billions of vectors

IBM Storage for Data and Al / © 2026 IBM Corporation

Data ingestion pipeline

chunk

Al Accelerator

embedding
model

L L L
111

GPU’s
L 111

Vector DB

[0.513341, 0.098482, 0.253949, 0.613111, 0.501264, -0.187409, ...]

[0.478281, 0.106126, 0.266366, 0.578153, 0.538325, -0.254910, ...]

[0.477390, 0.063441, 0.132675, 0.618841, 0.531241, -0.292045, ...]

[0.550245, 0.033019, 0.248717, 0.555847, 0.541968, -0.177720, ...]

[0.124960, 0.218878, -0.397370, -0.859725, -0.198612, -0.001194, ...]
[-0.015239, 0.250662, -0.396874, -0.852586, -0.205101, 0.102267, ...]
[-0.011571, 0.158124, -0.440985, -0.864631, -0.180813, 0.010724, ...]
[0.068162, 0.191374, -0.395320, -0.874271, -0.188157, 0.051954, ...]
[-0.384697, -0.141766, -0.414211, -0.784597, 0.115823, -0.177010, ..
[-0.257882, -0.228278, -0.359648, -0.838959, 0.040092, -0.215824, ...
[-0.331391, -0.166191, -0.439649, -0.766753, 0.106369, -0.264659, ..
[-0.261275, -0.081182, -0.348959, -0.883510, 0.032869, -0.147317, ...
[-0.207114, 0.712737, 0.113163, 0.521636, 0.271312, 0.300982,, ...
[-0.264660, 0.669134, 0.052111, 0.588657, 0.162867, 0.326277 , ...
[-0.114419, 0.677671, 0.188536, 0.528885, 0.139067, 0.439392,, ...
[-0.223215, 0.676315, 0.153558, 0.502675, 0.215136, 0.412587, ...

IBM Storage Scale System 6000

Query

Customer
App

Question:

text chunks passed to the LLM
as part of the prompt




RAG, challenge solved: IBM Storage Scale System 6000
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Data ingestion pipeline

extract

T
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store billions of files

> each file hundreds of vectors
= hundreds of billions of vectors
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chunk

Al Accelerator

embedding
model

L L L
111

GPU’s
L 111

Vector DB

[0.513341, 0.098482, 0.253949, 0.613111, 0.501264, -0.187409,
[0.478281, 0.106126, 0.266366, 0.578153, 0.538325, -0.254910,
[0.477390, 0.063441, 0.132675, 0.618841, 0.531241, -0.292045
[0.550245, 0.033019, 0.248717, 0.555847, 0.541968, -0.177720,

[0.124960, 0.218878, -0.397370, -0.859725, -0.198612, -0.001194, ...]
[-0.015239, 0.250662, -0.396874, -0.852586, -0.205101, 0.102267, ...]
[-0.011571, 0.158124, -0.440985, -0.864631, -0.180813, 0.010724, ...]

[0.068162, 0.191374, -0.395320, -0.874271, -0.188157, 0.051954 ,

b ocdl]
.
.

1

i

[-0.384697, -0.141766, -0.414211, -0.784597, 0.115823, -0.177010, ..

[-0.257882, -0.228278, -0.359648, -0.838959, 0.040092, -0.215824, ...
[-0.331391, -0.166191, -0.439649, -0.766753, 0.106369, -0.264659, ...
[-0.261275, -0.081182, -0.348959, -0.883510, 0.032869, -0.147317, ...
[-0.207114, 0.712737, 0.113163, 0.521636, 0.271312, 0.300982,, ...

[-0.264660, 0.669134, 0.052111, 0.588657, 0.162867, 0.326277 , ..

[-0.114419, 0.677671, 0.188536, 0.528885, 0.139067, 0.439392,, ...
[-0.223215, 0.676315, 0.153558, 0.502675, 0.215136, 0.412587, ...

IBM Storage Scale System 6000

Query

Customer
App

Question:

text chunks passed to the LLM
as part of the prompt

Answer:




Time to first Token (Prompt caching example)

Prefill Decode
» 1sttoken ——»

Prompt
Question: Answer:
.4.// KV Cache 1
GPU’s
[ B I ] I I I I [ B I ]
forfe\;]ery token > Key /Value Pair model’s
of the input Key / Value Pair internal
relate | Key/ Value Pair
word word word " | Key/Value Pair prompt
K /Value Pair Understandlng
context, focus )&

[T
Y
i
I
Y
i

Summarize Doc q

IBM Storage for Data and Al / © 2026 IBM Corporation



Time to first Token (Prompt caching example)

Prefill Decode
» 1sttoken ——»

Prompt
Question: Answer:
-4-// KV Cache i
GPU’s
oo L1 11 PRPIPY
forfe\;]ery token > Key / Value Pair model’s
ofthe input Key / Value Pair internal
relate | Key/ Value Pair
word word word - LKey/Value Pair prompt.
Kev /Value Pai understanding
context, focus )& alue Pair

notable saving in latency and cost

[T
Y
i
I
Y
i

Based on Doc, howcan|...? i

IBM Storage for Data and Al / © 2026 IBM Corporation



Time to first Token (Prompt caching example)

Prefill
Prompt » 1sttoken
Question: A O Answer:
111 KV Cache .z.m:\.
GPU’s \Oixwve %
coe L 111 O=0 oo
for every token .
Tth y : > Key /Value Pair model’s
otthe inpu Key / Value Pair internal
relate Key / Value Pair
: prompt
word word word Key/Value Pair understanding
context, focus Key /Value Pair
System prompts
y P P Storage System
Few-shot examples notable saving in latency and cost
Sample values:
Tool, Function definitions, Model Family (FP16) 1 token 1.000 token ~ 10.000 token ~ 100.000 token 1.000.000 token
conversation history, ... Gemini 2.5 Pro ~0.6 MB ~600 MB ~6 GB ~60 GB ~600 GB
= ﬁj: ’: = ﬁj:j: KV bytes pertoken = 2 x L (number of layers) x H (hidden size) x precision
Token Size 1 user 10 user 100 user 1.000 user 10.000 user
Based on Doc, how can|...? 10.000 token ~6 GB ~60 GB ~600 GB ~6TB ~60 TB
100.000 token ~60 GB ~600 GB ~6TB ~60TB ~600TB

IBM Storage for Data and Al / © 2026 IBM Corporation



KV Cache <> Storage Management

NVIDIA KV cache memory tier model

O O API S
DBD | G1GPU HBM
Compatible With OpenAl API, Llama Stack API, and More
User Requests

KV Cache-Aware Routlng ith Specialized KV Cache Insertion and Eviction Algorithms

Disaggregated Serving

[ G2 System DRAM J

Real-Time
Performance Tuning

Event Plane

Metric

Prefill Morker Decode Norker Transfer Across [ G3 Local SSD / Rack-local ]
NVIDIA Dynamo
Components
Prefill Engine Decode Engine
KV Cache
Distributed KV Cache Distributed KV Cache Manager G3 o 5 NVI D IA’S I nfe rence C (o) ntext
. | L Memory Storage appliance (CMX)
—
Low-Latency Interconnect-Agnostic Multi-Node Data Transfer @ Hg [ G4 s h a red E nte r p ris e sto ra ge ]
Object Host

- B _

NVIDIA Dynamo for intelligent distributed KV cache Management

IBM Storage for Data and Al / © 2026 IBM Corporation



Benchmark 1: TTFT from a single GPU

Recompute vs KV Cache on IBM Storage Scale ECE (G4)

3
° For production deployments handling

2 long documents, multi-turn conversations, large system prompts,
KV Cache + a high-performance storage system
translates to a more

23,610

25 =
* responsive, )
« scalable and 19,850/
g 20 « cost-efficient .
@2 . . 16,390
= inference architecture. .
= 15
10
5
1,430 5%
0,572 ’ 1 0,315 0,393 0,446 0,477 0,536 0,570
; 720,103 0,234 0270 o,
10k 20k 30k 40k 50k 60k 70k 80k 90k 100k 110k 120k 130k

Prompt Length (Tokens)

—=eo=GPU recompute  =e=|BM Storage Scale (G4)

IBM Storage for Data and Al / © 2026 IBM Corporation

IBM Storage Scale ECE



Benchmark 2: Throughput and response time efficiency

Requests per second Total time for all requests
5 1200
4,62
I 1048,56
4 24x
1000
4
3,5
= 800
o
g 3 -
= °
S 2,5 more § 600
(72] . .
3 efficient &
g 2
o
o 400
1,5
1
200 29x% R
0.5 0,19 46,94
0 0
H Baseline M Scale G4 B Baseline M Scale G4
* 200requests * rand. 100 unique prompts
* 120B model = 24 million tokens
* 28 concurrent connections = 825 GB of KV cache

G4 cache started empty
IBM Storage for Data and Al / © 2026 IBM Corporation



Be NC h ma rk 3: N (9 i sy 1] eigh bo r test Simulate shared, multi-tenant environment:

four concurrent clients continuously generating
200 GB per second of network I/0 traffic

Requests per second Total time for all requests
5 1200
4,62
4,5 1048,56
1000
4
35 —
-g 19x 800
& 3
& S
S 2,5 more § 600
(72] . .
3 efficient &
g 2
o
o 400
1,5
1
200
0.5 0,19
0 0
B Baseline W Scale G4 + Noisy Neighbors B Scale G4 B Baseline M Scale G4 + Noisy Neighbors B Scale G4
* 200requests * rand. 100 unique prompts
* 120B model = 24 million tokens
* 28 concurrent connections =825 GB of KV cache

G4 cache started empty
IBM Storage for Data and Al / © 2026 IBM Corporation



Context Without Limits: A
High-Performance KV Cache
Platform for Large-Scale Al
Inference

Ka Wai Leung
Patrick Chiu
Hrishikesh Gaikwad
Ronan How
Anthony Hsu
Shaunak Karmarkar

Nikhil Khandelwal

Chen Li

William Li

Sherry Lin ' https://www.redbooks.ibm.com/docs/MD260021/MD260021.html
Allen Liu

Kumar Mahesh ~ Tanmay Patel

Guy Margalit Patrick Riel

Jaya Mondal Jeff Shao

Khanh Ngo James Tau

HEE SAnvibiA




Al enabled Content Aware Storage based on
IBM Storage Scale and IBM Fusion CAS

NVIDIA
Stack

el Watch

Folder
IBM Storage Scale |

JLE]
de¥e

AFm

[5] —
External
Data

 Semantic interface to your data
* Fully automated document management

* Multi-tenancy, security

Content Aware Storage

IBM Storage for Data and Al / © 2026 IBM Corporation

BILLION Vectors

QUERY LATENCY RECALL PRECISION

Single 153 TiB

IBM Storage Scale System 6000

IBM

Vector Database

Faster time-to-first-token
Higher throughput

Flat latency at this context length

IBM Storage Scale

Context without limits

<ANVIDIA @

KV Cache



Agentic
* Do you use Al agents or autonomous workflows in your systems?

« Areyou planning to use Al agents or autonomous workflows in your systems?

« Which use cases would you like to see with Scale for
either prompt-driven inference,
or also agent driven actions?

« I would like to config xto be y
 Ineedafilesystem a with size b create it
* Ineedafilesystem a with size b. What are commands to create it?

« Iseeanissue with... Help me understand where I should start checking...

IBM Storage for Data and Al / © 2026 IBM Corporation



Thank you
B

Ted Hoover (IBM)
mailto:hoov@us.ibm.com

Simon Lorenz (IBM)
mailto:simon.lorenz@de.ibm.com
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