Agentic Al in Action
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What Is agentic AI?

Agentic Al Is a framework
for accomplishing goals
with limited supervision
that consists of Al agents.

In multiagent systems, each
agent performs a specific subtask
that’s required to reach the goal.



AI — Value Evolution

Al Assistant Al Agent Multi-agent Platform
Information retrieval Perform tasks with oversight Autonomous action-taking
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Reactive Proactive

Generates content Makes operational decisions

Prescriptive tasks Goal-oriented

Single-step processes Multi-step processes

Human interaction required Less or no human interaction required

Fixed flow at build time Reflective and Self-correcting



Technical evolution: from standalone models to agentic systems

~2022 ~2023 ~2024+
Large Language Models (LLMs) - Cpmpound Al Systems = Agentic Systems
I (fixed flows, e.g. RAG) I
* Models that predict the next word | + Way to infuse new knowledge without [ © A program whose execution
+ Pitfalls: retraining the model I logic is controlled by an LLM
- Limited by what they were trained on I « Uses multiple interacting components - * Instead of “generating content”
- Hallucinations (weather) | calls to models, retrievers, or external I to return to the user, it performs
- Bad at certain things (e.g. math) | tools (e.g. guard rails) | actions (“has agency”) on behalf
I + Reduces risk of hallucinations I of the user
+ Pitfalls: I « Can define how to solve, then
I - Needs set up at build time (“fixed flow”) : reflect, and update the plan (vs.
, | i imi fixed systems that are set up at
Instead of trying to put all the : which can limit use cases | il tiyme) p
knowledge inside the model, design == == What if, instead of responding to a :
systems on top of the model question, AI can accomplish a task == ==
_ or goal? - \ W,
Generates content Takes action

More reliab| e «m—— Less reliable
Less flexible  n————————————————————) VOre flexible

Expect to see combinations of fixed flows and autonomous agents



o Fast storage accelerates and cost-optimizes Al inference

Storing and retrieving KV Cache from external storage I I"

offers many advantages: |

Performance: retrieving KV data from high-I/0 storage
dramatically reduces time-to-first-token
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vLLM

KV Cache

» Scalability: Persistence and reuse of larger volumes of KV _

data, beyond what fits in local compute resources

+ Cost efficiency: Replacing GPU cycles with storage capacity KV offload
can reduce overall costs o . oRaM
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* Persistence: Ability to restore history and context across

Node 1

sessions, including GPU context-switching




© The 1% problem

= QOrganizations are swamped with unstructured data

= Butless than 1% of all enterprise data was used to
train major large language models

= Retrieval augmented generation (RAG) improves
inferencing by incorporating near real-time data, but
it’s costly, complex, and time consuming

= QOtherissues include data copying, security
vulnerabilities, and operational challenges




Al storage: IBM content aware storage
Reimagining storage systems and consumption of Gen Al data

LLM Tokens Lexical and
management semantic
APIs search APIs
Content-Aware Storage
. = = = (CAS)
Native Block File Object /
HDD Storage Storage Storage
- Embeddings - Tokens
- Chunking store
- Efficientdata - Tokens
representation search
- Summaries - Tokens
_ PII, HAP sharmg
- Labels / Tags




Rationale for building with a storage-tirst mentality

= Scalability: capacity multiplier effect — vectorization process generates data derivatives

= Security: data access controls — leverage RBAC policies enforced by the storage system

= Data gravity: bring Al to the data — process the data closer to where it resides (e.g., NVIDIA GDS)

Traditional Enterprise Application Data Pipeline ‘

Source Data

Email
PDF, Docs,
SQL / NoSQL

X Bytes

Store =) Retrieve

~X/3 Bytes

Generative Al Enterprise Application Data Pipeline

Retrieve

Source Data ™) Index m===) Store =m===) Augment

Email
PDF, Docs,
SQL / NoSQL

X Bytes

Generate

Vector 1’:’ l
DB

up to10x Bytes

Generated
Content



Foundational technologies for content-aware storage

Content-aware storage leverages:
Al optimized storage — IBM Storage Scale
Al data pipelines, such as NVIDIA NIMs
Vector databases and metadata model
Hardware accelerators (such as GPUs)

Storing and retrieving KV Cache from
external storage

Storage

Event
trigger

Content-aware storage leverages Al storage and data processing pipelines



Advantages of IBM CAS: leave your data in place

Storage Scale’s active file management abstracts

other storage systems, including legacy IBM and
third-party systems

Automatically detects data changes for
Incremental processing

Enterprise grade security: no unnecessary data
copies, persistent ACLs, consistent encryption

Filesystem API

Event
trigger

Al Search API
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Watch
Folder

Active File Management (AFM)

IBM
Storage Scale

Third-party Object
storage (S3, Ceph)
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IBM Fusion HCI delivers CAS as a turnkey inferencing appliance

( IBM Fusion HCI |

>
GPU nodes NMVIDIA

GPU optimized for NIMs performance

Network switches
Completes the integrated
Compute/Storage/Network stack

AFM nodes
Abstracts and accelerates data stored on
third-party storage

General purpose compute nodes
with software-defined storage

Runs CAST, Fusion management plane
and Al workloads
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Simple
- Fully integrated with inferencing ecosystem
- Turn-key, all-in-one

- Zero to inferencing in weeks not months

Efficient

- Connects to IBM and third-party storage

- Unleash data without copying/moving

Enterprise-grade

- HA/DR/backup built-in
- Automated Day-2 operations

- Global data platform



Use Case -
Cyber
Resiliency

“How do I really
know when I
recover my data
that it’s a good
copy and not
corrupted?”

- Large Financial Services
company

PROVABILITY

- Lack of confidence that

running a single tool
truly ensures data
integrity

« Manual verification is

often required

- Organizations are

unaware of how
recoverable their
mission critical data is

DYNAMIC +
COMPLEX
ENVIRONMENTS

+ Microservices
(especially those with
persistent storage)
complicate the
boundaries and
scope of an
application

« Updating of data
integrity checks as
applications evolve

- Ensuring
compatibility of
recovery environment
with
application/production
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SCALE OF
RECOVERY

» Disconnect between
infrastructure and
application teams
that need to
collaborate on data
recovery planning

« Constraints on
staffing and
expertise

« Regulations (e.g.
DORA) require reports
on provability of
recovery

+ Cyber Resiliency
recovery testing is
not performed (time,

cost) @

All of this is expensive at scale, making it hard to prove to stakeholders that your data and applications are recoverable.



Agentic Use Case — Cyber Recovery Data Validation

Interactive flow:

e “Tell me which tools I
need to validate this

recovery point, and run
R those tools on the
data”
Backup < >
Admin e Return results

Autonomous flow:

Linux VM Identify enterprise workloads
running on the VM

e Identify one as MongoDB, for
% which we have a tool to validate

L2l

Al Aoéent e Validate MongoDB

>

-

MongoDB

N—

Schedule runs of the Al agent with preloaded prompts and
email the Admin with summarized results




Agentic Al in Action

* Agentic Al is emerging, and it has potential to change business
operations in significant ways. Agentic Al will take some time to mature
to multi-agent collaboration.

* Data and storage optimization has a significant impact to the efficiency,
performance and accuracy of Agentic Al.

* IBM Content Aware Storage is optimized for Agentic Al platform from
data ingestion to distributed inferencing.









