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AFM Deep Dive: Agenda

 AFM overview

« AFM Modes

* AFM Migration/Tiering/Archive/Al
e Success Story
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» Vertical cachin
& » Consistent cache provides a single source of truth with no stale data copies

Ta%ﬂos in legacy 3rd party data

+  Common namespaceaEro _ _
= * Horizontal caching

stores

« Transparent access to all data regardless of silos * Bi-direction traffic from Edge to Center

. Scale-out Posix performance * Eventually Consistent data cache

. Dataexport via NFS, SMB, HDFS Object + Transparent on-demand data access and transfer

+ Can beused to seamlessly nilgra’c‘e data to new storage * Policy driven data prefetch and eviction

© Copyright IBM Corporation 2019
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Data Caching Services (AFM) Use case details

RECOVENMR A : f:'. l"'. : . )
Data Resilience - :E\ [ Hybrid cloud / Bursting

y

IBM
IBM Spectrum
Spectrum

Scale

AFMDR
Secondar
Site

. Active-Passive DR over WAN or Cloud » Rapidly expand compute resources to cloud or data centers

. Designed for high latency and asynchronous DR + Common file system creates a single namespace across all locations

* Hot standby failover to DR site * Transparent access to data

«  Automatic fallback data reconciliation » Cost effective way to increase compute on existing data

- Read-only access / analytics to all data at passive site * Analytic results automatically pushed to home site

© Copyright IBM Corporation 2019 5



AFM Concepts

e Node types

— Application node

o Writes/reads data based on application request to the GPFS filesystem at cache cluster
o Can be Linux/AIX/Windows — NFS/SMB mounts

— Gateway node(s) is the node that connects to the home cluster
Queue of pending operations is in memory at the gw node

Selected based on hash of filesetid or user-defined.

Reads/writes data from the home cluster to the cache cluster

Checks connectivity with the home cluster and changes to disconnected mode on connection outage
Triggers recovery on failure

Only Linux supported

O OO0 O O O

e Sites
— Home cluster (Object Store)
o Exports afileset that can be cached
— Cache cluster
o Runs AFM and “connects” a local fileset with the home fileset.

e Transport Protocol
— NFS, NSD, S3 and Azure Blob, Glacier/Deep Archive



AFM WAN Caching

Few nodes are marked as
gateway nodes

Home Cluster

Cache filesets
are associated to
NFS export or
remote FS at

home

Cache Cluster

Nodes are NFS servers




Data Caching Services: Active File management (AFM)

« Supported Storage Backends
« Spectrum Scale/ ESS
- IBM COS
- 3 Party NFS Storages
- S3 compatible Object Storages
« Azure Blob Storage

« Protocols to communicate with Storage backends
« File: NFS v3, NFS v4.1/4.2 (KNFS), NFS 4.1 (Ganesha)
« File: NSD
« Object: S3 and Azure — HTTP, HTTPS

« Type of Caches
- Read write (commonly used / default)
- Read-only, Local Update, Manual update (Object only)

« Security considerations
« Setup NFS to use sys, krb5, krb5i, or krb5p
« Setup S3 Object access with https

loT data
ingest

Spectrum Scale
storage

AFM
gateways

Remote compute
cluster, mounting
/scale/fs2

Needs to read and write to
parts of /scale/fsl

-NFS ¢
Servers ‘
—-S3 Access

Main compute
cluster, mounting
/scale/fs1

(Spectrum Scale)
storage



AFM Modes



AFM mode: Read-only caching

* Read caching mode @

 Data exists on the home fileset and one or more cache sites

 Datais moved to the cache on-demand.

» File Metadata caching: Listing the contents of a directory
moves the file metadata information into the cache

» Data — Opening afile copies the data in the cache
» Getting data to the cache

* On-demand when opened

* Pre-fetch using a GPFS policy

» Pre-fetch using a list of files

One to Many

« Caching behavior
« Manytoone
» Optional LRU cleaning of cache
» Cascading caches

Cascading Cache



AFM mode: Local-Update

Similar to Read caching mode

Data exists on the home fileset and one or more cache sites

Cached file set data can be modified but are considered local
updates

Local updates are never pushed to home

Once afile is modified in the cache, file is no longer compared
to home file

Appending, truncating or writing to an uncached file causes
the file to be fetched before making the change locally

NOTE: any small change done in the LU fileset directory could
cause the fileset to be marked local and lose context with the
home.

For example, running chown or chmod on root directory in LU
fileset causes the entire fileset to lose context with home

Local Update




AFM mode: Single-writer

» Data written to a cache @

» Asynchronous replication back to home e

» Can have multiple read-only caches

« While one cache does all writing, all others are in RO or LU mode Single-Writer
(not enforced).

« In SW mode, home is not allowed to write.
* Asynchronous replication back to home

« Appending to or truncating does not fetch file, but queues it back
home.

» The usage of peer snapshots via mmpsnap command to provide
snapshot of home and cache




AFM mode: Independent Writer

« Multiple cache nodes
* All nodes can read/write data
* Conflict resolution

 Default: The last writer wins (no locking
enforcement)

« Partition data among writers to avoid conflicts

« Appending or truncating a file in IW mode does not
fetch the data into cache, but queues it to home

» Factor in time-zones if home/caches are separated

RW

Cache Wins

111




AFM Mode: Manual Update

« Supports manual upload/ download of objects using ILM policies or object Clow ORjéc Siorage

. . . example: Amazon $3 and I1BM Cloud Object Storage
list and avoids automatic upload/ download 4 ' :

» Allchanges are local. Manual action is required to upload or download files | Confripome

Buchetl

| Objects

to cloud object storage T

| Objects

l mmafmcosct!download
« Anindependent fileset can be converted to a MU mode AFM fileset

« Auto removal of files/ objects from Cache and Object Storage using fileset
parameter ‘afmMuAutoRemove’

» Specify policy to be used with mmafmcosctl reconcile —policy command IBM Spectrum Scale

* Metadata is refreshed only once when the MU fileset is created pointing to

non-empty bucket

« Manual control over deletion from cache

) ) mmafmcosctiupload
* Manual deletion from Cloud Object Storage ILM Policies




Disaster Recovery with AFM Async Replication

. Establish per-fileset
replication relationship
using AFM

— Configure AFM in a
primary-secondary
relation

e  Onlydeltas are pushed [

—  AFM tracks exact
filesystem operation

—  Only updated byte NAS client
range will be pushed

. Multi-site Snapshots for
consistent copy

— Snapshots at both
sides are in sync.

Spectrum Scale
(configured as

I secondary)
4

Client switches to
secondary on failure

. Push all updates
""" asynchronously

' Spectrum Scale
I (configured as

I primary)

15



High Performance File cache for Cloud Object Storage

Enables Active File management of IBM and 31 party S3 Object
Storages with Storage Scale multi-protocol access

Supports multiple S3 Object Storages

» IBM Cloud Object Storage, IBM Storage Ceph
 Amazon S3, Google Cloud Storage

» Seagate Lyve Cloud Object Storage

* Microsoft Azure Blob Storage (Native Support) —in 5.1.9

Partial or full Object caching
« Controlled by afmPrefetchThreshold setting
*  Only fetches data blocks that are read by the application

On demand Object caching

« Cache content from offset
« Start Accessing data without retrieving entire object

Asynchronous updates of cached objects to S3 storage (writeback)

Highly configurable (link)

« Cache eviction policy (automatic eviction)
*  Lookup refresh interval

Cache

\_

IBM
Spectrum

(. )

— Servers with
| = CPUs & GPUs

k|||||||||”||||||||| Shared Storage

J

1

Cache Data from capacity tier
into the high-performance tier

Home

IBM
Storage
Ceph

& E

Cloud 3 Party S3
Object Storage Storages



https://www.ibm.com/support/knowledgecenter/STXKQY_5.1.0/com.ibm.spectrum.scale.v5r10.doc/bl1adm_configurationparametersAFM.htm

AFM Features

 Metadata download / population
* Manual and On demand prefetch
« Eviction - Manual and automated
» Fileset to Gateway mapping
 Refresh Intervals / Revalidation
« Partial File / Object Caching

« Parallel Data Transfers

* Out of band upload

* Out of band download

« Auto prefetch



AFM: Migration and Archive



(Legacy) NAS Migration

/home

l_ /data \ /
customer IP network
Client tries to open a
file
NAS
Filers

o
. N
|. o
‘\l‘l
, AFM will pull'in file on

demand if needed.
NAS box Triggers a background

Spectrum Scale

Clients switched
to new
Spectrum Scale
box
immediately
Data movement
in background
—  AFM will fetch
data on read
miss
— Trigger
background
prefetch
— All updates
done to AFM
will commit
locally

19



AFM for archive use case with Manual Update (mu) mode

Fileset dsia

Cache
. data
Fileset

Evict

' Object Storage ‘ Object Storage

(as Obiject) (as Object)

meta
Cache e
Fileset data

Object Storage

Manual
Upload of
files




AFM for caching use case with Manual Update (mu) mode

Cache t ¢
. gn;: Cache meta Cache ::lna?aa
Fileset : data Fileset

Manual/ :
~ on-demand ~
— ~ Download of
ect Storage i .
—— )

(as Object) (as Object)



Multisite Replication with MU Mode

Virtual Private Cloud

Private Subnet

Storage
Scale

Cluster

AFM Cache/ NSD Sel NSD Sr{ NSD Server

\

===

AFM AFM
Gateway #1| Gateway #2

Map1 > AWS/GWA1,
ICOS/GW2,
MINIO/GWA1

______________

/

multitargetdemo

\

AWS S3
Storage

J

multitargetdemo

~

IBM COS

J

multitargetdemo

~

Minio




AFM <—-> S3 Glacier/Deep Archive

Scale

AFM Cache
Cluster

/ NSD Sel NSD Se[ NSD Server

===

AFM AFM
Gateway #1| Gateway #2

AFM
Gateway #3

=

- o o e e e e o e e e =

____________________

—— i ——

Read-Write

Pull/Push

Fileset 1 from remote

Glacier/DeepArchive

Bulk Upload
or Download

jobs

-

Data Source

o

~

S3 Glacier
Or
Deep Archive

/




AFM : Success Stories



Acceleration for S3 data on Cloud

customer
data in local
storage

B —————

Data transfer

Data in object | Pull training CPFS File System
storage OSS y

to cloud Data archiving
Solution for Data Analytics on Cloud with AFM + S3 Event | @ sertnotification,
L. . registration owrlload tas
* Data is ingested into Cloud S3 bucket by customer, end users e — | RS
. . . . ] ' GW d , ser
* AFM Caching / Acceleration is setup with S3 as backend storage — . || b
. . . —— o : | data
* Data is processed via Posix on CPFS (GPFS) filesystem - R | counloa/
2) object gDedupe ui)aj(a
modify message o queue
. . . . 4) submit
Use cases — ADAS, Media & Entertainment, Financials, HPC v . task
s [RARMECOS
Other customers considering similar solution: Other cloud providers | syncdata
in China, Financial customer on Azure (US), Top 10 Bank in USA on t . ( CPES £
: ilesystem
IBM CIOUd 1) user : E
mediiy dat CPFS cluster

Solution offered by leading Cloud Provider in China

© Copyright IBM Corporation 2019



Active File management: Research example

Research Institute in Switzerland

Online Storage for large images processed by compute clusters for ingest,

initial analysis & research l Dedicated fiber 80Gb/s

- Images once processed need to be stored offsite as long term storage for y /, e Ethernet (bonding)
. |1 5 o : L DSS-220

further analysis a Wi o -curent 800 Meis Sl
- Needs data to be transferred promptly or real time from Online to Long axDAQ | & "End of Y: 3.2 GBIs

term storage | il e
- Produces ~1 PBytesof data (images) per year HDF files
Solution

More: Spectrum Scale user group presentation

: . . Avg. file size is: ~7GB
Online storage configured as AFM Cache; Long term storage as AFM 5 0 o vive: - 6GB (eviction) e

Home Mount
Cache has eviction-enabled, to virtually extend its real fast-access space
Eviction is automatic, based on filesets-level quota [rrrrer
Spectrum Scale + GNR, GPFS 5.0.2.3, 2x AFM gateways. 28 1

Independent |i_;'_-__~_;-_’_’_"____';i
NFS export GPFS cluster |l

5.0.2-3 - (il

80Gb/s

AFM Gateways NFS Servers
Parallel transfer active

(to be upgraded to 100Gb/s)

10Gb/s



https://www.spectrumscaleug.org/wp-content/uploads/2019/05/SSUG19UK-Day-2-03-PSI-Experience-with-Spectrum-Scale-AFM.pdf

Research + HPC environment: University of Queensland, Australia

Overview

* Vocal reference customer for Spectrum Scale + AFM. Have delivered multiple user group
presentations. Reference Story.

* Signed joint agreement with IBM for Spectrum Scale/ESS in 2020

Use case - Single Data Fabric for research data and DR
* Medical, scientific instruments collect and ingest data via SMB, NFS at AFM cache sites
* Data is shared with home at Supercomputing Center

» Data needs to be accessed by Supercomputers, research stations, other departments spread across
multiple campus locations for analysis and sharing results

e Certain data needs to be stored at DR location

Configuration Details

* Unique configuration thatinvolves Data sharing + DR configuration (cascade)
* One of the largest sequential write performance over SMB for data ingest

* Customer uses 1500-2000 independent filesets (over published limits)

* Daily ingest of 100-290 TB data

* 2x ESS GH14S at Home connected to Cache over 100Gbps — 25Kms apart

* Use Scale Tiering to an external data pool at Home

Research
O Data —
/' Manager

~

g et [Future?] Remote Preservation
'4 inager

Q collection DMF7 engine

Request from User * Policy mssandra

* Placement Y—T
« Preservation
« Data movement ;jE
* Integrity

/afm
DMAPI space

man: ged Preservation Copy 2
@ Polaris.

Cache @ QBI
Cache @ IMB «—— 25km of hlghway—’

Cache @ ITS

——
Polaris 100G Edge

UQ OneNet 100G
Core

IP

GPFS AFM “home"
CRICOS code 000258

6 I X
- Researcher then
- acquires data and
stores in Qabcd
Qabcd then mounted on e
the fabric.

ZWS Archive Disk

Preservation Copv 3. St Lucia. Preservation Copy1

A typical workflow

Researcher obtains a
collection. Qabcd

Researcher is sent an
email explaining access
instructions.

PYTbRCH nector

i) -

[ It is already on the fabric.

Can be accessed via CVL,
supercomputers, other.

CRICOS code 000258 16

DOls can be minted, published to UQ eSpace.
RDM can facilitate data linking back for durable URL.

*—‘ THE UNIVERSITY
% OF QUEENSLAND
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https://www.ibm.com/case-studies/the-university-of-queensland

Cache Solution with NFS backend: Leading EDA provider

* Caching between multiple compute locations
*  High performance — throughput upto 10GB/s
* Metadata and data read/write on multiple file in parallel

*  Compute and IO intensive, non-containerized

* How AFM is used in the environment
* Data source (Home) is on-prem data centers on Netapp NFS
* EDA jobs execution on another site (IBM cloud)
* AFM Cache for on-demand data from Netapp
* Read only Cache setup on IBM Cloud for jobs to access data
* Job results are stored in AFM cache in independent writer mode to push results back

to on-prem Netapp Filer

Reference: Storage scale user group presentation

On-Prem

@ Cadence

Palo Alto

tntutu]

& —

PoP

MegaPort DL 2.0

5| Classic SJC04
Cadence

e

Bare metal infrastructue

Bud SJC03 /

vpctest

IBM Cloud

Compute Cluster

Storage Cluster

SRS

I~ Customer 1-N VPC

us-south-1

AFM Cache for on-
demand data from on-
prem NFS

Transit Gatdway

Flow Logs

Local instance storage

Cumpuie Subnet:ACL

1BM
m

LSF
DPC WDT'M V;L

Boot Drives

VDI Subnet

NX Env

NFS v3 IF’mmcr:)l

.———-—-""_-__-——_-

I
Storage Subnet: ACL ‘

- BW

‘J—O""

GKLM AFM Gateway
Spectrum /
s S\s\
protocol nodes \ o= Tier
10.19.245.5

Local Instance Storage

Management

AFM Gateway

Boot Drives
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https://www.spectrumscaleug.org/wp-content/uploads/2023/11/SSUG23SC-Cadence-HPC-EDA-Solution-on-IBM-Cloud.pdf

AFM Cache solution: Medical research example

Before AFM

- Storages are distributed across org
- Medical researcher goes to all storages to get access to data —admin

has to manage all access T
_ Legacy storages and hence slower access to data y Two wrltes.to the same file or a file creatlop of
. the same file (name) almost at the same time
- Datanot available Centrally mostly leads to a conflict

AFM relation
After AFM

- Data available on fast storage at single, central location

- Investment in legacy storage is still protected making it much faster
at additional costs R

- ESS Storage capacity 10% of overall storage in the enterprise @ ‘

ESS3200 @ 80GB/sec

CES / GW | nodes

Object storage

Reference: Scale user group reference AFM IW relation

- One entry point to all research and
HPC relevant data

- No changes for users and HPC
when adding additional sources

- Incredible speed of the ESS when
data is already cached and for all
writes

31102022 / 12


https://www.spectrumscaleug.org/wp-content/uploads/2023/01/SSUG22DE-SVA-Simplified-and-accelerated-Spectrum-Scale-as-data-hub-in-medical-research.pdf

Tiering data from
on-prem storage to
multiple Cloud Object Stores

using
Active File Management (AFM)
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Analytics Use case : IBM watsonx.data + IBM Storage Scale (with
AFM & CES S3)

_ IBM Redpaper - Accelerating Al and
_ Redhat OpenShift Analytics with IBM watsonx.data and IBM
Data buckets could reside Storage Scale:

locally on the IBM Storage 1BM watsonx.data https://www.redbooks.ibm.com/abstracts
Scale file system, Or could /redp5743.html

be resident on remote
locations e.g. — on various
public clouds.

S3

Scale S3 service

Storage Scale AFM provides
a persistent cache layer to

deliver high performance ESS/Scale

access to

remote/slower/legacy data AEM wemsa [
buckets :

\ / Dispersed S3 buckets
on clouds/On-premise

**IBM watsonx.data — Hybrid, open data lakehouse to power Al and analytics with all your data, anywhere.

33


https://www.redbooks.ibm.com/abstracts/redp5743.html
https://www.redbooks.ibm.com/abstracts/redp5743.html

RedHat Openshift

IBM watsonx.data

Presto Presto
Cluster 1 Cluster 2

Spark Spark
Cluster 1 Cluster 2

s3 \ S3

/

S3
Se

Accelerated buckets
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Analytics Use case : IBM watsonx.data + IBM
Storage Scale (with AFM & CES S3)

AFM can virtualize remote S3 buckets to
make them look like local buckets and act
like a High Performance Storage Tier for
your “Hot Data”,

significantly accelerating query performance

Cache available to all the engines and
worker nodes in IBM watsonx.data. Cache
survives engine restarts, available even for
newly provisioned engines.

Cache is available to multiple protocols and
not just to S3.

Huge reduction in public cloud data egress
costs

Dispersed S3 buckets

on clouds/On-premise



Storage Architecture for Al Learning with NVIDIA GPUs

Compute node — without GPU
NFS/SMB
Access

Protocol Nodes
NFS/SMB
Gateway Nodes

Global Data Platform — Automated
external tiering to the low-cost storage 2
including Tape storage ’

Accelerated GPU
Compute Scale Cluster

200GbE RoCE
RDMA access

1. 16 x 200Gbps connections from each SSS 6000 system.

Single IBM Storage scale (GPFS) storage cluster will be configured
across SSS6000 systems.

3. HGX H100 systems will access via Ethernet RoOCE RDMA network

NL-SAS



AFM Modes Read-Only Mode

Storage / \
AF'\jCCaLGChe NSD Sefl NSD SE[ NSD Server

Cluster é é é

AFM AFM AFM
Gateway #1| Gateway #2| Gateway #3

P N e e e e T T .

Read-Only

Filesystem
____________________________ Pull Fileset 1 from remote Remote site
Fileset1 Data Source
NFS/S3/Glacier
...................... <===-
Fileset? i
1

- /




AFM Modes Local-Updates Mode

Storage / \
AFIaCCaLeChe NSD Sefl NSD Se[ NSD Server

Cluster é é é

AFM AFM AFM
Gateway #1| Gateway #2| Gateway #3

P N e e e e T T .

Read-Write

Filesystem
____________________________ Pull Fileset 1 from remote Remote site
Fileset1 Data Source
NFS/S3/Glacier
...................... <===-
Fileset? i
1

- /




AFM Modes

Storage
Scale
NSD Sel NSD Sel NsSD s
AFM Cache eer
Cluster | | |
AFM AFM AFM
Gateway #1| Gateway #2| Gateway #3

5 = 5

P N e e e e T T .

____________________________

Single-Writer Mode

Read-Write

Pull

Fileset 1 from remote

NFS/S3/Glacier

-

Data Source

-

~

Remote site

/




AFM Modes Independent-Writer Mode

Scale NSD Se

AFM Cache

Cluster é é é

NSD Se[ NSD Server

Gateway #1

AFM AFM AFM
Gateway #2| Gateway #3

5 = 5

P N e e e e T T .

____________________________

Read-Write

Pull

Fileset 1 from remote

NFS/S3/Glacier

-

Data Source

-

~

Remote site

/
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